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Chapter 1

General Introduction
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2 Chapter 1

1.1 Variability in biological systems

Populations of isogenic cells grown in the same environment and having the
same growth history tend to show high levels of variability. These differences
occur on all levels of organization: from molecule concentrations to differences
in phenotypic states like the susceptibility to antibiotics or the ability to form
endospores. While many biological experiments focus on the average behavior of
cells or enzymes, already in the 1960s and 1970s experiments and theory were
developed to characterize and explain this variability. These early experiments
mainly investigated physiological properties like time between consecutive cell
divisions, phage burst sizes (number of viruses from individual bacteria), and
chemotaxis (switching between tumbling and swimming phases) [Delbrück 1945,
Kubitschek 1969, Berg 1978, Spudich 1976, Novick 1957].

The development of more sensitive measurement techniques and in particular
the use of fluorescent reporter constructs has in the last decade lead to exciting
experiments that investigate cell-to-cell variability, also at the molecular level.
Fluorescence-based methods include single mRNA counting (static or time resolved)
[Youk 2010, Larson 2011], fluorescent tagging of proteins (at low concentration
allowing for copy number counting or at high concentration measuring total
fluorescence as measure for protein abundance) [Yu 2006], and FRET (Förster
resonance energy transfer) sensors for small metabolites [Looger 2005]. But
also non-fluorescent based methods have been extended to the single cell level:
single cell growth rate monitoring [Son 2012, Godin 2010, Mir 2011], chromatin
structure determination [Nagano 2013], measurements of enzymatic activity
[Kovarik 2011], gene expression analysis [Wills 2013, Guo 2010, Toriello 2008],
as well as metabolite detection at single cell level [Paige 2012, St-Pierre 2008,
Lapainis 2009, Shrestha 2009].

A remaining challenge is to make the connection between variability at the
molecular and physiological/phenotypic level. This has so far been successful
in a number of studies, i.e. in explaining bacterial persistence to antibiotics
[Balaban 2004, Koh 2012, Rotem 2010], cell fate decisions in mammalian cells
[MacArthur 2012, Kalmar 2009, Wu 2012c, Wu 2013], and phenotypic bistability of
lac expression in E. coli [Cai 2006, Yu 2006, Elf 2007, Choi 2008]. Those examples
I will briefly introduce in the next sections.

1.1.1 Bacterial persistence to antibiotics

In bacterial populations of clonal cells treated with antibiotics often a small fraction
of cells is able to survive the antibiotic treatment without acquiring genetic resistance
to the antibiotic. Subpopulations reconstituted from such survivors are again
sensitive to the antibiotic. This phenomenon was already observed and described
in 1944 [Bigger 1944] but only relatively recently have experiments elucidated the
underlying mechanisms. It turns out that cells can switch between a resistant
but non-growing and a growing but sensitive state. Since only a small fraction
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of the population is in the growth-arrested state, the population growth rate is only
impaired slightly while this mechanism allows for survival of the population under
conditions of antibiotic treatment. The switching rates between the two states
can be inferred from population assays but only single cell assays could distinguish
between different hypotheses for the mechanism underlying the observed phenotypic
bistability [Gefen 2009].

Persistence is achieved by the action of toxin/antitoxin systems, a combination of
two proteins where the toxin induces growth arrest making the cells less sensitive to
antibiotics and an antitoxin that counteracts the toxin by sequestration. Persister
cells have a slow (almost zero) growth rate, even before the antibiotic treatment
[Balaban 2004], high expression levels of the toxin, and the duration of the dormancy
of single cells is determined by a threshold function of the level of the toxin
concentration. The position of the threshold depends on the expression level of
the antitoxin [Rotem 2010]. These observations led to a model where stochasticity
in the expression level of HipA and HipB in combination with strong binding of
the two proteins to each other generates an ultra-sensitive response of cells to the
level of the toxin. Smooth distributions of toxin and antitoxin concentrations in
combination with strong binding lead to very skewed distributions of free toxin
[Koh 2012, Rotem 2010].

For a number of toxin/antitoxin systems, persistence is regulated by ppGpp
levels in single cells [Maisonneuve 2013]. Only a very small fraction of cells
(⇡ 5 ⇥ 10

�4) display ppGpp levels that are higher than those of the bulk of the
population and a high percentage of those high ppGpp cells shows slow growth and
persistence to antibiotic treatment. ppGpp competitively inhibits the degradation of
polyphosphate, an activator of the proteinase that degrades the antitoxin. Therefore
increased levels of ppGpp lead to increased levels of polyphosphate and decreased
levels of antitoxin. In this way, variability in the levels of free toxins can mostly
be explained by variability in ppGpp levels. It was shown that as the ppGpp levels
vary inversely with E.coli growth rate, so does the fraction of persistent cells.

1.1.2 Transcription factor variability and cell fate decisions in
embryonic stem cells

From the perspective of an entire organism development appears as a highly
deterministic process, where cell types and tissues develop from a single cell in
a pre-defined and reproducible pattern. But at the single cell level high levels of
variability are observed in transcription factors crucial for lineage commitment and
cell fate decisions [Mombaerts 2004, Huang 2007, Chambers 2007, Kobayashi 2009].
One of the best understood examples of this is the transcription factor Nanog
and its role in embryonic stem (ES) cell pluripotency. In mammalian ES cells
Nanog shows a bimodal distribution with a high percentage of cells in a high
Nanog expression state (80-95%) and a lower percentage in a low expression state.
Expression levels fluctuate over the timescale of one to several days with an average
time in the low Nanog state of about 24h and longer residence times in the
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high Nanog state [Kalmar 2009]. Cells with low Nanog levels are pre-disposed
for differentiation - expressing markers for lineage commitment at low levels,
showing a higher response to factors stimulating differentiation, and displaying
a higher level of gene expression heterogeneity of downstream regulated genes
[MacArthur 2012, Kalmar 2009]. Nanog has known regulatory interactions with the
transcription factors Oct4 and Sox2 and a small gene regulatory network including
positive as well as negative feedback loops between the three factors can recapitulate
these features and correctly predicted the instability of the low expression state. In
this model the combined feedback loops serve to generate a stable high expression
state with a possibility for excursions to the low expression state that are triggered
by stochastic gene expression noise. The observation that cells can stably maintain
pluripotency also in the absence of Nanog, as well as the finding that the three
transcription factors of the gene regulatory network can be expressed either from
a single allele or from both alleles indicated that there were still relevant features
missing in this simple gene regulatory network model. Based on these observations
Wu et al. developed a stochastic population balance equation model that takes
into account the variability from differences in allelic control, gene expression noise
and partitioning of molecules at cell division [Wu 2012c, Wu 2013]. This model
accommodates all experimental data but also allows to assess the contribution of
these noise sources to the total heterogeneity.

Dynamic variability of Nanog levels in ES cells could serve to maintain a
robust fraction of pluripotent, self-renewing cells while also providing a fraction
of cells that is primed for differentiation and readily responds to environmental
differentiation cues. Initial stochastic mechanisms followed by environmental cues,
feedback between cells and possibly cell sorting and migration have been suggested as
a general mechanism in development [Arias 2006, Kilfoil 2009]. Again stochasticity
has a beneficial, functional role to play.

1.1.3 Phenotypic bistability of lac expression in E. coli

E.coli ’s lac operon is probably the best studied gene expression system. The
operon contains three genes, a galactosidase to metabolize lactose, a permease that
transports lactose into the cell and a transacetylase. Their expression is negatively
regulated by glucose and positively by lactose (and a number of chemically related
inducers). Lactose binds to the lac repressor and decreases its affinity for the
operator site. Since lactose permease is required to import lactose into the cell the
system forms an auto activation loop where higher concentrations of permease lead
to higher concentration of intracellular lactose leading to higher expression levels
of the operon. It was found early on that at intermediate inducer levels the lac
operon is expressed to its full extent in one fraction of cells and at very low levels
(comparable to the uninduced) in another fraction [Novick 1957]. Already from
these early experiments it was concluded that the transition from the uninduced to
the induced state must occur in a single rate limiting step because the probability of
switching for a single bacterium as calculated from the rise in galactosidase activity
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of the population was constant over time. Novick and Weiner hypothesized that
this single step would be the production of the first permease molecule.

Advancements in fluorescence microscopy techniques led to a number of more
recent experiments that investigated the lac operon expression at the single molecule
level. Cai et al. measured the accumulation of a fluorescent product of galactosidase
in single cells and could show that the slope of fluorescence increase is proportional
to the number of functional galactosidase tetramers [Cai 2006]. Since there is a
low number of tetramers per cell, the distribution of slopes measured over time
showed distinct peaks with averages corresponding to integer multiples of single
enzyme activity allowing for a calibration of the measurement. It was found that
production of galactosidase occurs in bursts with an average of about 5 tetramers
per burst and a geometric distribution as would be expected for an mRNA with
exponentially distributed life time. A geometric burst size distribution was also
found when the galactosidase gene was replaced with a fusion of a membrane protein
and a fluorescent protein [Yu 2006]. Due to the slow diffusion of membrane proteins
each protein gives rise to a single spot in a fluorescence image if the total number
of fluorescent proteins per cell is low enough. In this way the number of proteins
can be counted. In order to only count newly produced molecules cells were photo-
bleached after each image acquisition. Although the number of bursts per cell cycle
was found to follow a Poisson distribution, which is consistent with the hypothesis
of a constant probability for a burst over time a weak dependence of burst frequency
on the cell cycle was observed.

Fluorescent labeling of the lac repressor in combination with localization
enhancement techniques elucidated the dynamics of the lac repressor binding to
its operator sequence [Elf 2007]. With long exposure time (1s) only proteins that
are relatively immobile over this timescale (=bound to DNA) are visible as spots
above background, while shorter exposure times (10ms) allow for the measurement of
non-specifically bound repressor. It was shown that the repressor is non-specifically
bound to DNA for about 90% of the time. From measurements of the association
kinetics of the repressor to the operator it was concluded that it takes ⇡ 6 min
for a single repressor to find a specific operator. Experiments with fluorescently
labeled lac permease finally showed that even in an uninduced population cells
contain between zero and ten permease molecules [Choi 2008] calling into question
the hypothesis formulated by Novick and Weiner that the production of the first
permease molecule leads to the induced state. From experiments with pre-induced
cells that were allowed to divide for a number of generations under non-inducing
conditions so that the concentration of permease decreases through dilution it was
concluded that the threshold for switching to the induced state lies at ⇡ 375

molecules per cell [Choi 2008]. It was found that there are two types of bursts,
frequent small ones and very rare large bursts. Mechanistically this could be
explained by the lac repressor (which is a dimer of dimers) binding to two operator
sites and forming a loop. Dissociation of the repressor from one of the sites leads to
a small burst because the time required for rebinding is short while rare events of
complete dissociation lead to large bursts because the time for rebinding involving
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the complete diffusive search for the operator sequence takes much longer. Transition
to the induced state then has a single rate limiting step which is the complete
dissociation of the repressor leading to a high number of permease molecules
produced in a relatively short time period. Burst sizes and frequencies could be
matched with theoretical expectations deriving from the association and dissociation
kinetics measured in [Elf 2007], the number of repressor molecules per cell and
transcription and translation initiation frequencies.

1.2 Measuring cell-to-cell variability of transcript
numbers

There are a number of experimental methods available to measure cell-to-cell
variability of transcript number differing in their need for genetic engineering, need
for fixation of cells, and ease of handling. In this thesis single molecule mRNA
fluorescence in situ hybridization (smFISH) [Raj 2010, Raj 2008a] was used to
assess the variability of mRNA numbers per cell in isogenic populations of yeast
and mammalian cells. An mRNA is labeled by fluorescent DNA oligos whose
sequences are complementary to the sequence of the RNA of interest. Single
mRNA molecules appear as diffraction limited spots. By co-staining the cells
with DAPI, each spot can be classified as nuclear or cytoplasmic. Use of confocal
microscopy allows the quantification of the cell (and nuclear) volume so that
copy number statistics can be related to cell size (chapter 3). Cells need to
be fixed before the oligos can be added so that the FISH method generates a
“snapshot” of the transcriptional state of the cell population. The advantage of
smFISH in comparison to methods like MS2 or PP7 labeling, which allow for
time-resolved imaging of transcriptional activity, is that it does not require genetic
engineering. The MS2/PP7 method relies on a phage protein that recognizes a
certain RNA sequence that forms a specific secondary structure. By appending
multiple repeats of this sequence to the gene of interest and tagging the phage
protein with a fluorescent protein, individual mRNA molecules can be made visible
and monitored in living cells [Hocine 2013, Ferguson 2013, Wu 2012a]. A technique
that can combine the advantages of both methods (time-resolved imaging and
no need for genetic engineering) are molecular beacons, small oligonucleotides
coupled to a fluorophore and a quencher. These beacons are designed in such
a way that binding to the target sequence induces a conformational change in
the beacon interrupting the quenching. However, currently designing the beacons
to specific target sequences, delivering them into a living cell, and preventing
degradation of the beacons by intracellular nucleases are possible but still challenging
[Chen 2010, Chen 2011, Zepeda 2013, Wu 2012b, Santangelo 2004].
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1.3 Stochastic models

1.3.1 Explained and “stochastic” variability

Starting with the observation that variability is a ubiquitous feature of biological
systems a natural next step is trying to explain the variability in terms of
mathematical models. As briefly outlined in the previous section, variability occurs
on all scales of complexity of biological systems raising the question on how to
capture these phenomena in models. In theory, biological systems could be described
completely deterministically by taking into account the exact positions, orientations
and momentums of all molecules of the system as well as the exact kinetics of all
possible chemical reactions and using a molecular dynamic modeling approach. Of
course it is immediately evident that due to the high number of molecules such
a modeling approach is not feasible with the currently available computational
power and also will not become feasible for quite while (unless maybe a quantum
computer is developed). But one can also argue that even if it was feasible such a
description would not be insightful because most features of cell biology concern a
much higher level of complexity. Modeling all the movements of all molecules at
all times would just distract from the interesting biological processes occurring at
those higher levels. When viewing the low level process of diffusive movement of
molecules from a higher level the deterministic description needs to be exchanged
for a stochastic one: the times between encounters of molecules of a certain type
can be described by stochastic diffusion equations and first passage time theory.
Many models of biological systems are build on this level of abstraction: a number
of chemical reactions between different molecular species is considered and the
distributions of molecule numbers (or their averages and variances) are calculated
from the model. Other models require a higher level of abstraction: either because a
part of the reaction network is yet uncharacterized, or because a detailed description
of all the reactions involved would make the model too complicated to analyze
or to derive any meaningful insight from it. In many cases observed variability
can be partially explained by a dependence of the feature of interest (e.g. the
concentration of a particular molecule) on the cell size, cell cycle phase, local
cell density, etc. [Snijder 2011, Colman-Lerner 2005, Zeng 2010, St-Pierre 2008].
Examples of a dependence of molecule number per cell on cell size are described
in chapters 3 and 4. A (useful) stochastic model should therefore include the
option to include such known dependencies (in a deterministic way) so that the
remaining - i.e. unexplained or sometimes called “stochastic” - variability can be
explored. Variance decomposition techniques (see chapter 7) can help in this
process. The aim of such decompositions is to attribute the observed variability
to all contributing processes. Such theories can help in designing experiments that
are (most) informative to achieve this attribution but may also allow to compare
more detailed stochastic models of subprocesses to experimental results after the
variability contributed by other processes has been accounted for. That such a clear
separation of the sources of variability might not always be sufficient to then use
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stochastic models for the subprocess has been shown for the case of intrinsic and
extrinsic noise [Hilfinger 2011].

1.3.2 Flipping coins and simple burst models

Most textbooks on stochastic theory start out with experiments involving flipping
coins, throwing dice, or drawing colored balls from urns. It turns out that
some of these simple models can directly be mapped to biological problems.
Take for an example the distribution of mRNA burst sizes in transcription. It
has been observed experimentally for some genes that mRNAs are produced
in bursts, that means that multiple mRNA molecules are synthesized within
relatively short time periods interspersed with periods of no transcriptional activity
[Chubb 2006, Zenklusen 2008, Blake 2003, Raser 2004]. Mechanistically this can be
explained by assuming two or more promoter states of which (at least) one allows
for transcription and the other does not. Those states could differ in the chromatin
state or in the composition of transcription factors that are bound to the promoter
region of the gene. The number of transcripts that is produced during one time
period, i.e. during one “on” state, is defined as the burst size. Since this number
depends on the time that the gene is in the active state as well as the (stochastic)
encounters of RNA polymerase molecules with the promoter and the chance for
subsequent productive elongation, the number of transcripts produced during this
time period can be considered as a random variable.

In the simplest case we can consider both reaction paths, the one that leads to
a switch from the active to the inactive gene state as well as the one that leads
to polymerase binding and transcription, as single step reactions. In that case the
probability that the system takes one or the other path depends only on the rates
of the two reactions. The number of transcripts produced during one burst then
corresponds to the number obtained in a coin flipping experiment (with a biased
coin): “heads” corresponds to the gene switching into the transcriptionally inactive
state, “tails” to the production of an mRNA molecule. The distribution resulting
from this type of experiment is well known and is called the geometric distribution
and describes the number of “tails” before one time “heads”. The most likely outcome
of this distribution is always the event of zero “tails” or zero transcripts produced.

As mentioned above, synthesis of a transcript consists of multiple steps (binding
of the polymerase to the promoter, open complex formation, etc.). Assuming that
n steps need to occur sequentially before a transcript is made, and for simplicity
assuming that all these steps occur with the same rate, the burst size distribution
can be described by a small modification of the model described above: while in
the above model each occurrence of obtaining “tails” was equivalent to a single
transcript, now only packets of size n are counted as one mRNA molecule. Therefore
the distribution of burst sizes can be obtained by taking a sum over the probabilities
derived for the simpler model. For example if n = 3 the probability that 5 transcripts
are made during one burst is equal to the sum of the probabilities for 15, 16, and
17 transcription steps or “tails” events before a single “heads” occurs (with 16 or
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17 elementary steps the first one or two steps for making the 6

th transcript have
occurred but the system switches off before elongation of the transcript starts). It
turns out that this distribution is again a geometric distribution (with a different
average) and in chapter 5 it is shown that the geometric distribution is always
obtained if the switching between the active and inactive state occurs in a single
step (with exponentially distributed waiting time) also when the assumption of
sequential steps with equal rates for the transcription process is dropped.

Not only the transcription process but also the switching from the active to the
inactive state can be a multi-step process. Again for simplicity a model with m
sequential steps with equal rate will be considered. Going back to the assumption
that the transcription process occurs in a single step, this scenario can be translated
to the flipping coin problem in the following way: the burst size is given by the
distribution of the number of “tails” before a number of m “heads” occur. The
result can be obtained from the first model by a process that is called convolution.
Consider an example with m = 2, i.e. there are two sequential steps that lead from
the active to the inactive state. The probability that k transcripts are made can
be described as a sum of the probabilities that zero transcripts are made during
the first step and k during the second step, one transcript made during the first
step and k � 1 during the second, etc. Since the probabilities for the numbers
of transcripts made during the two steps are independent, the probability that x
and k � x transcripts are made during the first and second step respectively equals
the product of the two individual probabilities. The probability to obtain in total

k transcripts can therefore be expressed as p
t

(k) =

x=kX

x=0

p(x)p(k � x), where p(x)

denotes the probability for x transcripts during a single step and. The resulting
distribution is also known as a negative binomial distribution. So, working out
statistics for transcription bursts is reasonably straightforward.

1.3.3 Waiting time distributions - exponential and non exponential

Many biological stochastic models are based on reactions where the time between
reactions (called waiting times) are exponentially distributed. For example the
arguments outlined in the previous section were based on the statement that the
probability for a system to take one reaction path versus another depends only
on the rate constants of the two paths. This is only true if these reactions have
exponentially distributed waiting times. For reactions that are not diffusion limited,
i.e. reactions where the time to overcome the potential barrier is much larger than
the time that is required for two molecule to find each other by diffusion, the use
of exponentially distributed waiting times can be rationalized in the following way:
on average molecules will have multiple diffusive encounters before a reaction takes
place. Since there is a certain constant probability that an encounter leads to a
reaction, the number of encounters up to a reaction has a geometric distribution.
The times between subsequent encounters can be described by first passage time
theory. The time up to the next reaction is given by the combination of those
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two types of distribution: if a reaction occurs at the nth encounter between the
molecules the time distribution is the nth convolution of the distribution describing
the time between subsequent encounters; therefore the total distribution is a
probability mixture, i.e. a weighted sum, of such convolutions, with the geometric
distribution as the mixing distribution (Fig. 1.1). Since it is the mixing distribution
that determines the overall shape, the resulting distribution is very similar to an
exponential distribution (the exponential distribution is the continuous equivalent
of the geometric distribution). The similarity with an exponential distribution
increases with the average number of encounters before a reaction. This argument
does not hold for diffusion limited processes, but under certain conditions, in
particular if the memory of the initial position is lost quickly, the first passage time
distributions for these processes become very similar to exponential distributions
[Dobrzynski 2008].
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Figure 1.1: Composite distribution A) The number of encounters between two molecules
up to a reaction between them is geometrically distributed (here shown for an average of
6 encounters). B) The distribution of the times between two subsequent encounters is
shown in black; time distributions for multiple encounters are given by the convolution of
this distribution with itself, here shown in gray for 2 to 6 encounters. C) The resulting
composite distribution for the time up to a reaction is shown in black, an exponential
distribution with the same mean is shown as dashed gray line for comparison.

The exponential distribution has a number of features that greatly simplify
the mathematics of models that are based on reactions with exponential waiting
times. The most important of these features is its memorylessness: if a certain
time has passed in which no reaction has occurred, the time up to the next reaction
is still exponentially distributed with the very same exponential as it was at time
0. This means that the reaction rate is constant over time. Another feature of
the exponential distribution is that if there are two stochastic processes that have
exponential waiting times between subsequent events, i.e. two Poisson processes,
the stochastic process that is generated by merging the two individual processes is
again a Poisson process. As a consequence of this, the time up to the first reaction
out of an ensemble of possible reactions with exponential waiting times has again
an exponential distribution (with a rate that equals the sum of the rates of the
individual processes). This is true if the ensemble of possible reactions is a set of
possible pairs of molecules of the same type, i.e. a reaction A+B ! C with multiple
molecules of A and B where the set of possible reactions includes all possible pairs
of A and B molecules, or if there is a set of different chemical reactions. Not only
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merging of two Poisson processes does create a Poisson process but also the inverse
is true: splitting of a Poisson process, where each event has a fixed probability of
belonging to a specified set of sub-processes, leads to a set of Poisson processes. This
property is useful for example in modeling of cell division (see chapter 7): when
degradation of a molecule occurs with a first order process (Poisson statistics), at
cell division each daughter cell inherits molecules with a certain probability and the
degradation process after division can be described by two split processes that each
have exponential waiting times.

These features of the exponential distribution are the basis for the chemical
master equation and Markov chains as the most frequently used stochastic
descriptions for biological systems: the system is characterized by a number of
states where each state is characterized by the number of molecules of each molecule
species. Chemical reactions form transitions between different states and are
assumed to occur with exponentially distributed waiting times. Since the probability
for a certain reaction depends only on the number of reactant species and possibly
global variables like volume, pressure, temperature, but not on the exact path how
the system reached the current state, this system has the Markov property (see
definitions below).

Note that this is also the basis of an ODE, as x
t

= x
t�dt

+

dx

dt

dt, but then for
deterministic variables. So in fact, most models are based on the Markov property
As described in section 1.3.1 it is sometimes not possible or desirable to describe a
system at a level of detail where the assumptions that lead to exponential waiting
times between reactions apply. This could be the case for diffusion limited reactions
that cannot be approximated with exponential waiting times, or for coarse-grained
reactions where one reaction subsumes multiple elementary reactions. Processes
like transcription and translation are for example often described as single reactions
while in reality they consist of multiple reactions like binding of the polymerase to
DNA or the ribosome to mRNA, formation of an elongation competent complex,
multiple elongation reactions, binding of termination factors, etc. One possible
way to deal with this biological complexity is to use models with non-exponential
waiting times (as explored in chapter 5). The idea is that if multiple elementary
reactions need to occur in a (partially) sequential manner before the event of interest
(in our example the initiation of transcription) they can be described by a single
reaction that has a non-exponential waiting time. The distribution for this waiting
time should then be estimated from the elementary reactions as far as they are
known. The advantage of this approach is that the effect of different waiting time
distributions can be explored even if the exact elementary reactions are not known
in detail. Mathematically, the generalizations of the exponential distribution and
the Poisson process are the phase-type distribution and the (phase-type) renewal
process. A phase-type distribution characterizes the time that it takes to get from
a specified initial state of a Markov chain to an absorbing final state and can
be described using a matrix algebra formulation. Phase-type distributions can
be used to approximate any positive-valued distribution with arbitrary precision
[Bolch 2001][Cox 1955] (but the generating matrix can then become very large).
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In a Poisson process, the times between events are exponentially distributed. A
renewal process is its generalization to arbitrary distributions of inter-event times
and can also be represented by a matrix formalism. After each event a new random
variable from the specified inter-event time distribution is drawn. This means that
subsequent inter-event times are independent. In some cases however the biological
description of the system requires that subsequent inter-event times are correlated
- the mathematical solution to this is a generalization of the Markov process that is
called Markovian arrival process. In this type of process only certain transitions of
a Markov chain are counted as events (see fig. 1.2). While for a renewal process the
system returns to a predefined initial state, this is not true in a Markovian arrival
process: the process continues from the state to which the “marked” transition led
and continues from there creating correlations between subsequent inter-event times.

Definitions

Stochastic process: a collection of random variables, {Z(t), t 2 T}, where
Z(t) describes the state of the process and t is an index usually interpreted
as time.

Counting process: a stochastic process where Z(t) describes a number of
events up to time t

Poisson process: a counting process with
(i) Z(0) = 0

(ii) exponentially and independently distributed times between successive
events.

Chemical master equation: equation to describe the time evolution of the
probability of the system to be in a certain state

Markov process a stochastic process with the property that future states are
independent of the past states given the current state:
P(Z(t+1)|Z(t),Z(t-1),Z(t-2),...)=P(Z(t+1)|Z(t))

Phase-type distribution: probability distribution deriving from a system of
multiple inter-related exponential distributions occurring in sequence.

Renewal process: a counting process with
(i) Z(0) = 0

(ii) identically and independently distributed times between successive
events.

Markovian arrival process (MAP) a counting process with an underlying
Markov process where only certain “marked” transitions of the Markov
process are counted.
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Figure 1.2: Different types of counting processes. A) Schematic for a counting process
{Z(t), t 2 T} with inter-arrival times t1, t2, ... 2 T . B) Types of counting processes differ in
the mechanism that generates the inter-arrival times. For a Poisson process the inter-arrival
times are exponentially distributed, for a phase-type renewal process they are independently
identically distributed according to a phase-type distribution, which is generated by a
Markov chain with an absorbing state (shown as gray). The inter-arrival time is the time
to reach the absorbing state. After reaching the absorbing state, the system is restarted
(“renewal”) to generate the next inter-arrival time. For a MAP the inter-arrival times are
generated by a Markov chain where certain state transitions are marked (shown in red).
Inter-arrival times are the times between marked transitions.

1.3.4 Queueing Theory

To generate the statistics that one is usually interested in (e.g. the processes
described in the previous subsection) queueing theory can be used. A queue is
simply a waiting line and in a mathematical sense queues are special cases of
stochastic processes, where Z(t) denotes the number of queued entities. Consider
for example a model of transcription: mRNA molecules are generated by a rather
complex biological process that involves binding of transcription factors to their
operator sequences, binding of the RNA polymerase, modification of its C-terminus,
open-complex formation, binding of initiation co-factors, etc. Possibly on top of
this the chromatin structure also needs to be modified before transcription can
occur and undergoes subsequent modifications that lead back to a transcriptionally
non-permissive state. After elongation an mRNA molecule is released from the
DNA and at some point degraded, where degradation again can be a complex
process with multiple enzymes and co-factors binding before the RNA molecule
is no longer a template for translation. This can be mapped to a queueing
process where the queued entities correspond to mature mRNA molecules, the
whole complexity of transcription initiation and elongation is encapsulated in the
arrival process description, the degradation machinery corresponds to the number
of servers, and the service time is determined by the steps of the degradation
mechanism. The field of queueing theory was introduced in the early 1900s
by A.K. Erlang [Erlang 1909][Erlang 1917] to tackle the problem of telephone
communication lines. Queues are classified according to a scheme developed
by Kendall according to the type of arrivals, type of service, and the number
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of servers, abbreviated as A/S/c [Kendall 1953]. Commonly used classifications
include “M” for an exponential distribution (memoryless), “D” for deterministic,
and “G” for general. Therefore a G/M/ inf queue therefore denotes a queue
with general arrival times, exponential service times, and an infinite number of
servers. Subclassifications include arrivals or services with bursts, different types of
customers (and prioritization schemes), queues with or without buffer, and arrivals
with input correlations. The transcription example outlined above would therefore
be described by a queue with general arrival times (possibly with input correlations),
general service times, and either c as the number of free degradation enzymes or
more commonly this is assumed to be non-limiting (these enzymes degrade all kinds
of mRNA and their availability is not only influenced by the specific mRNA of
interest) and therefore set to infinity, a Gcorr/G/ inf queue. The types of results
available from the literature differ from queue to queue (simpler queues are better
understood and more detailed results are available) but can include the distribution
of number of customers in the queue (= the distribution of the number of mRNA
molecules), buffer length, busy period (= the probability that there’s at least one
mRNA), waiting times between customer exits (= the time between subsequent
RNA degradation events), the correlation between number of customers in the queue
(= the autocorrelation function of the mRNA number), the correlation between
number of customers and input/output process, and the distribution of the number
of customers at the time of a new arrival. Some of these distributions are known only
at steady state some also during a transient. Many of these statistics are directly
relevant also to biological models as indicated by the “translation” of the terms given
in brackets for the transcription example. The stochastic processes described in the
previous section can therefore be used to coarse-grain a complex biological model
and serve as an input for a queue in order to calculate the relevant statistics for a
biological stochastic model. Multiple queues can be connected to form a queueing
network where customers/molecules exiting one queue can either enter into a new
queue according to given transition probabilities or leave the network. Queueing
networks could be a very valuable description for biological models, but currently
analytical results on their statistics are available only for very simple networks.

1.4 Aim and outline of the thesis

Chapter 2 is a summary and literature review on cell-to-cell variability. We discuss
how variability is (unavoidably) generated and how it can be transmitted through
the paths of a network, as well as the implications of noise for bet hedging strategies,
information transfer in signaling, and cell differentiation. In chapter 3 we measure
distributions of mRNA copy numbers and concentrations in a population of cells in
balanced growth. Scaling of copy numbers with cell age or volume is an obvious
first step for variance decomposition because on average the copy number of each
molecule needs to double during the cell cycle leading to a non-zero contribution
of the average number conditional on cell volume on the total variance in copy
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numbers. We find that copy numbers of the transcript investigated are proportional
to cell volume so that the corresponding variance contribution for concentrations
becomes zero. This means that although the promoter used for the construct is
considered to be constitutive, transcription rate and/or transcript degradation must
be coordinated with volume. We observe a similar scaling of transcript numbers
with volume for a yeast mRNA (chapter 4) at steady state balanced growth.
When gene expression is induced or repressed the slope of this scaling changes but
returns to the point of concentration homeostasis when the steady state expression
level is reached. Taking samples of cells at different time points after induction or
repression of the gene allows for the determination of the signal perception time
distribution. In chapter 5 we investigate a more detailed model for transcription
and analyze how non-exponential waiting times can be used in a coarse-grained
promoter switch model. We find that conventional smFISH experiments contain
little information about burst statistics and the dynamics of transcription. In
chapter 6 we develop a theoretical model to investigate if transcription dynamics
can be inferred from experiments using multi-color FISH with probes targeting
different regions of the same mRNA. Using single-color FISH data from literature for
a yeast gene suggests that the multi-color approach should indeed yield additional
insights. We present some preliminary experimental data for the MET5 gene.
Finally, chapter 7 describes a variance decomposition method. The total variance
is split into contributions from cell growth (change of average copy number with
cell age, variability in the partitioning ratio, variability in a dividing mother cell)
and from biochemical reactions (including intrinsic and extrinsic noise). Chapter 8
summarizes the results and gives a perspective on modeling of cell-to-cell variability
using non-exponential waiting times and models from queuing theory.




